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ABSTRACT

Calculations with numerical models are often referred to as numerical experiments, by analogy to classical
laboratory experiments. Usually, many numerical experiments are carried out to determine the response of a
numerical model to variations of internal or external parameters over some range of interest. If individual
experiments are inexpensive to carry out, and if the number of independent parameters is small, it may be
possible to search the entire parameter space of the model. This is difficult, however, if the dimension of the
parameter space is even moderately large or the codes are expensive to run.

In this paper methods are presented for the design and analysis of numerical experiments that are especially
useful and efficient in multidimensional parameter spaces. The analysis method, which is similar to kriging in
the spatial analysis literature, fits a statistical model to the output of the numerical model. As an example, the
method is applied to a fully nonlinear, global, equivalent-barotropic dynamical model. The statistical model
also provides estimates of the uncertainty of predicted numerical model output, which can provide guidance
on where in the parameter space to conduct further experiments, if necessary. The method can provide major
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improvements in the efficiency with which numerical sensitivity experiments are conducted.

1. Introduction

Digital computers now make it possible to find ap-
proximate solutions to mathematical models that can-
not be solved analytically. Calculations with numerical
models are often referred to as numerical experiments,
by analogy to classical laboratory experiments.

Rarely is a problem so well defined that a single cal-
culation, or a small number of calculations, suffices to
provide the desired answer. Usually, many numerical
experiments are carried out to determine the response
of a numerical model to variations of internal or ex-
ternal parameters over some range of interest. These
are usually referred to as sensitivity experiments. The
model’s parameters may represent physical processes
not explicitly included in the model, such as subgrid-
scale mixing or gravity wave drag; or they may be
boundary or initial conditions, such as the solar con-
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stant or sea surface temperature. If individual experi-
ments are inexpensive to carry out, and if the number
of independent parameters is small, it may be possible
to search the entire parameter space of the model. This
is difficult, however, if the number of independent pa-
rameters is large or the codes are expensive to run. For
example, even with only five independent parameters,
sampling only the endpoints and midpoints of each
parameter’s range would require 3° = 243 experiments.
Such an experimental design may be possible with
simple models, but with more computationally de-
manding models, such as general circulation models
(GCMs), it is not computationally feasible to sample
the parameter space densely.

Methods have been proposed to estimate the depen-
dence of a model on variations of many parameters
simultaneously. These include the adjoint method and
the fluctuation—dissipation theorem (Leith 1975; Bell
1980). The adjoint of a complex model may be difficult
or impossible to find, while the application of the fluc-
tuation—dissipation method to problems with variable
boundary conditions is not well understood. The fluc-
tuation—dissipation theorem is also essentially a linear
sensitivity estimate and it may not capture the behavior
of highly nonlinear models. Monte Carlo experiments
have been carried out with atmospheric chemistry
models to evaluate the effects of uncertainties in rate
coeflicients on the simulation of trace species ( Stolarski
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and Douglass 1986; Derwent and Hov 1988). This kind
of experiment is most similar in spirit to the methods
proposed here, although our emphasis will be on es-
timating the output itself, rather than on the parameters
of the probability distribution of the output. However,
the methods we describe can also be used for similar
ends.

In this paper we present methods for the design and
analysis of numerical experiments that are especially
useful and efficient in multidimensional parameter
spaces. The analysis method, which is similar to kriging
in the spatial analysis literature, fits a statistical model
to the output of the numerical model. That is, the
model parameters are treated as independent variables
that can be used to predict the model output (depen-
dent variables). The output of a numerical model is
usually thought of as deterministic, rather than ran-
dom, although Monte Carlo simulations can be con-
sidered an exception to this rule. (Initializing the seed
for the pseudorandom number generator to the same
value would also make Monte Carlo experiments “de-
terrninistic.”)

The need for a statistical strategy for conducting nu-
merical experiments rests on the following. Data can
be collected via computer runs at a number of selected
inputs (settings of the model’s internal parameters,
initial conditions, or boundary conditions). The num-
ber of computer runs that can be carried out will de-
pend on the cost of running the model and the available
computing resources. Given that a limited number of
runs can be made, how can the data be used to predict
model responses at other points in the parameter space
of inputs? The need to develop and use fast statistical
analogs to answer “what if ” questions without exten-
sive and expensive additional computation is great, as
is the need for eflicient design of numerical experi-
ments. Standard statistical/ mathematical methods,
such as least-squares fitting with polynomials or splines,
are capable of addressing the problem in some situa-
tions. The utility of standard techniques is limited by
the interaction among the cost of collecting data with
high-dimensional inputs, the accuracy of the predicted
responses, and the problem of choice of method (degree
and type of the polynomial, etc.).

To surmount these problems, the approach we adopt
is to use the data adaptively to select a statistical tech-
nique. We rely on a structure that is flexible enough
to accommodate a variety of situations and that re-
quires only reasonably small amounts of input data.
In section 2 we describe the structure imposed, which
is to regard the model outputs as realizations of a spatial
stochastic process. Detailed accounts may be found in
Sacks et al. (1989a) and in Currin et al. (1991), where
connections are made between this approach and a
Bayesian approach that uses the spatial process as a
prior distribution on the class of possible surfaces that
may arise as the model responses. Both views appear
in the statistical modeling of time series, where the data
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are typically assumed to arise as a realization of some
random process. In our case, the output of the nu-
merical model is deterministic, but the mathematical
formalism of spatial stochastic processes is a useful way
to derive the statistical method. From another point
of view, our strategy is to look for an interpolation
scheme for the model output that is selected adaptively
though the use of the data. In this sense, it adds a sta-
tistical flavor to numerical methods. Work of this sort
was already indicated as early as the nineteenth century
(Diaconis 1988) and more recently in Sacks and
Ylvisaker (1970) and Kimeldorf and Wahba (1970).

The particular methods we use have been applied
to electronic circuit simulators (Bernardo et al. 1991),
combustion codes ( Miller and Frenklach 1983; Sacks
et al. 1989b), and nuclear fusion reactor simulators
(Cox et al. 1991). There are other potentially useful
approaches different from the kriging or stochastic
process approach taken here. For example, Friedman
(1991) has developed an adaptive spline-fitting method
(a less adaptive approach can be found in Wahba and
Wendelberger 1980) that has many of the same features
of the method presented here. Detailed comparisons
have yet to be made. The main point is that method-
ologies are available to plan numerical experiments and
utilize the data collected in an effective way.

In this paper we will distinguish between the nu-
merical model, which represents the physical system,
and the statistical model, which can be used to predict
the outputs of the numerical model from the inputs
and provides a fast analog of the numerical model. An
important feature of the method is that an estimate of
the reliability of the statistical model can be obtained
from the data and the statistical model through cross-
validation: that is, by using a subset of the inputs and
outputs to predict other outputs and comparing with
the actual model results. These reliability estimates can
provide guidance on where in the parameter space to
conduct further experiments. Additional runs can be
added, either singly or in groups, until the errors are
reduced to a satisfactory level. This approach can pro-
vide major improvements in the efficiency with which
numerical experiments are conducted.

2. Methods
a. The numerical model

To demonstrate the method, we apply it to a fully
nonlinear, global equivalent-barotropic model devel-
oped by Salby et al. (1990). A full description of the
model is given in Salby et al. (1990); the principal
features are reviewed briefly here. By integrating ver-
tically in isentropic coordinates, the primitive equations
can be reduced to a two-dimensional system similar to
the shallow-water equations. The model variables are
the horizontal wind components, © and v; the surface
height, /#; and the potential temperature, f. The nu-
merical model uses the spectral transform method to
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solve the dynamical equations. The spectral basis
functions for u, v, and A are chosen to be Hough func-
tions, which are the eigenfunctions of the linearized
shallow-water equations. This choice of basis functions
provides some advantages in the time integration, since
the linear terms can be solved directly. The § equation
is solved by using spherical harmonics as basis func-
tions, since there is no special advantage to using
Hough functions.

Diabatic processes are represented by a linear relax-
ation (Newtonian cooling) to a zonally symmetric basic
state in the 6 equation. The model represents small-
scale mixing of momentum by an eddy viscosity term
in the # and v equations. The model also includes a
scale-dependent dissipation applied in the spectral do-
main. Its purpose is prevent the accumulation of energy
and enstrophy at the smallest spatial scales. For all of
the experiments described here, the dissipation is pro-
portional to V*. The dependence of the model simu-
lations on the diffusion and damping parameters is one
question addressed with the method described here.

Salby et al. (1990) have discussed the model behavior
and transport properties. We have chosen to conduct
experiments similar to those of Salby et al. The initial
condition and basic state is a zonally symmetric sine
jet. The model is forced from zonal symmetry by
smoothly switching on a wavenumber 1 forcing in one
hemisphere during the first 10 days of the integration.
Two different model responses are computed: one to
measure the modification of the basic state, the second,
which is discussed at length here, to measure the de-
parture of the model from radiative equilibrium.

Calculations were carried out on an IBM 6000 Model
320 workstation. One 30-day simulation requires ap-
proximately 1.5 hours of CPU time.

b. The statistical method

The following steps are used in conducting the nu-
merical experiments.

1) Postulate a statistical model for each output of
the numerical model.

2) Plan an initial experiment with » sets of inputs
to the numerical model. Run the code and collect the
data.

3) Fait the statistical model to the data to construct
a statistical analog of the numerical model. That is,
construct y,(x) to predict y,(x) for the kth model out-
put when x is the input vector.

4) Assess the accuracy of pr(x).

5) Plot the predicted surfaces.

~ 6) Determine the next step in the experiment, that
is, whether the data collected are sufficient or whether
additional data is needed.

The model we use postulates that a response is a
realization of a stochastic process (different processes
for different responses). (Technical details are in ap-
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pendix A.) There are constants that govern the process
and specification of these constants reflects character-
istics of the processes. Thus, in appendix A, the sto-
chastic process with constants p; = 2 gives rise to very
smooth behavior in parameter space, while p; = 1 gives
rise to more erratic behavior. The mathematical for-
malism of spatial stochastic processes is used to derive
the interpolation method, while in fact, the output of
the numerical model is deterministic. The mathemat-
ical formalism is useful, however.

Data are collected by Latin hypercube sampling
(McKay et al. 1979). Given n experiments in the de-
sign, the input range for each parameter is divided into
n equally spaced values. For each experiment, the value
of each input parameter is chosen randomly from the
equally spaced values without repeating previous val-
ues. The resulting design spans the range of all of the
inputs individually and will tend to distribute input
points throughout the parameter space. Use of a com-
plete regular grid is infeasible, even in spaces of mod-
erate dimension, as was noted in section 1. For an in-
dication of what the sampling design produces, see ap-
pendix B.

The number of runs necessary to produce a satis-
factory statistical model is difficult to predict a priori.
It depends in large part on the smoothness of the model
response throughout the parameter space of interest.
Experience has shown that ten times the number of
important input factors is a good initial guess. The
adaptive and sequential nature of the method is valu-
able here, since additional experiments can be added
in portions of the parameter space where errors are
large and the improvement in the statistical model can
be gauged.

The specific assumptions we make typically endow
the data with a Gaussian distribution in many dimen-
sions. The likelihood or joint distribution of the data
under this specification will depend on several con-
stants. Fitting the constants of the statistical model to
the data is done by using the maximum likelihood
method. This gives a specification of the statistical
model that then is used to derive the predictors 7(x)
of the y;(x). For deterministic numerical models, the
statistical models we use insist that J;(x) be an inter-
polator. That is, it reproduces the output data exactly
at the input points.

Accuracy is measured by a cross-validation method.
A similar method was used in a spatial interpolation
problem by Wahba and Wendelberger (1980). The
method proceeds as follows. From the complete set of
n input points, one point is set aside; a model is fit to
the remaining n — 1 points (that is, the coefficients 6;
and p; are determined ); and a predictor is constructed.
The predictor is used to estimate the response at the
omitted point, and the error is taken to be the difference
between the predicted response and the actual response.
This process is repeated for each input point (each
model run); the results are averaged to give an overall
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measure of accuracy; and the largest error is also de-
termined.

Because the coefficients of the statistical model, 6;
and p;, rarely change much when a single point is
omitted, we take a cheaper and slightly less reliable
measure by doing the model fitting (determining 6;
and p;) only once using all of the points. That single
set of coefficients is then used to construct a predictor
for each of the subsets of » — 1 points. Although the
coefficients of the correlation function are the same for
each of the n predictors constructed, the predictors
themselves are different because different points are
used for the interpolation [see Eqs. (A3) through
(A6)]. We have found that too large a cross-validation
error requires further experimentation, and that this
simpler measure gives a useful benchmark.

The statistical model is a continuous function of the
input variables and can be plotted as such. Visualiza-
tion of high-dimensional surfaces is difficult, but plot-
ting projections onto one or two dimensions provides
considerable insight. Formally, the predicted surface is
averaged over all x with either one or two coordinates
held fixed. This gives either curves or surfaces of the
average effects of one or two input parameters and is
useful for identifying how individual input factors affect
the outputs. If we find that the accuracy in some regions
is low, as revealed by the cross-validation analysis, or
that the averaged responses have peculiar features, then
more samples or experiments may be necessary. This
leads to adding new input points among the old ones,
but concentrated in specific areas.

3. Results
a. Design of the numerical experiments

We chose to test the dependence of the numerical
model on the following parameters: the strength of the
zonal-mean jet, up; the amplitude of the wavenumber
1 forcing, hy; the radiative relaxation time, 7,; the
truncation damping time, 7, which is a wavenumber-
dependent linear dissipation applied in the spectral do-
main to prevent the accumulation of energy and en-
strophy at small scales; and the viscosity, ». Other model
parameters were held fixed. The first two were chosen
as typical of the physical parameters for which we
would like to know the response of the real atmosphere.
The latter three parameters either have values that are

TABLE 1. Parameter space for the original 50 experiments. The
generating variables x; are uniformly spaced in the range [—0.5, 0.5].

Parameter  Units Minimum  Maximum Generator
hy m 500 2500 2000 x; + 500
U ms™! 20 50 30 x; + 35
7 h 0.1 10 102 %
7, day 5 30 25 x4+ 17.5
v m?s7! 10° 107 10Wxs+5)
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TABLE 2. Parameter space for the additional 22 experiments. The
ranges of the generating variables x; are reduced to the interval given
in the last column.

Parameter Units Minimum Maximum Interval
ho m 1000 2500 [-0.25, 0.5]
7N ms™! 35 50 [0.0, 0.5]
7, h 1 1 [0.0, 0.0}
7, day 20 30 [0.1, 0.5]
v m?s™! 10° 107 [-0.5,0.5]

not well known, or represent processes that are included
primarily for numerical reasons, that is, to ensure that
the numerical model is stable and dissipates energy
and enstrophy at small scales. For these parameters,
the principal question is whether they influence the
model output to any significant degree.

Two sets of experiments were carried out. The initial
experimental design consists of 50 points in the ranges
shown in Table 1. Fifty equally spaced values are given
to hy, Uy, and 7, in the intervals given in Table 1. For
the damping parameters 7, and v, whose values could
possibly span several orders of magnitude, the values
given are equally spaced in the logarithm of the vari-
able. The 50 combinations of the five variables come
from taking 50 different random orders of the 50 values
for each and combining them. (The random order of
the first variable can be the natural order without loss.)
The numerical experiments revealed that in five of the
experiments, the spectral dissipation rate was too high,
leading to numerical instability. This was due to defin-
ing the initial parameter space to be too large. We chose
to reduce the size of the parameter space and discard
the five unusable experiments. If it had been crucial to
obtain results for very large spectral dissipation rates,
the problem could have been circumvented by de-
creasing the model’s time-step size, at the cost of more
computation on all of the experiments. The 45 inputs
retained are listed in the first 45 rows in appendix B.

Following the initial stage of the analysis, 22 addi-
tional experiments were carried out to better sample a
portion of the parameter space (approximately half the
number in the original sample), resulting in a total of
67 experiments. The additional experimental points
were generated in the intervals given in Table 2. In the
analysis of the original 45 experiments, it was found
that the spectral dissipation coeflicient 7, had no effect
on the model responses, so 7, was set to 1 hour for the
22 additional experiments. The complete experimental
design, including the 22 additional experiments, is
given in appendix B.

Two model responses were computed: the mean-
squared deviation of the (nondimensional) potential
temperature from the isentropic background state av-
eraged over the perturbed hemisphere, 8'2; and the total
hemispheric angular momentum in the ¥ component
of the zonal-mean wind. The first is a measure of the



1 MAY 1993 BOWMAN ET AL. 1271

departure from radiative equilibrium, while the second  b. Numerical model behavior
measures the modification of the basic state. Only the

first is discussed here, as the results for the second were Figure 1 illustrates the qualitative behavior of the
qualitatively similar. model for two typical experiments, one with weak

Runl Run 58

FIG. 1. Potential vorticity distribution at 10, 20, and 30 days for two of the numerical experiments. For run 1 /,

=880 m, u, = 25.1 ms™', and 7, = 13.75 days. For run 58 % = 2290 m, u, = 49.1 m s, and 7, = 27.80 days. The
other two parameters have little effect on the results.
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FIG. 2. Model response 6’2 as a function ofstime
for the two runs shown in Fig. 1.

forcing and strong radiative damping (run 1) and one
with strong forcing and weak radiative damping (run
58). (For details see the figure caption.) The nondi-
mensional potential vorticity (PV), which behaves as
a quasi-conserved tracer, is shown in Fig. 1 at 10, 20,
and 30 days into the integrations. For the case with
weak forcing, the vortex is displaced slightly off the
pole, and the flow produces a slight shearing of the PV
field into a weak comma shape. For the case with: the
strong forcing, the comma shape is apparent even at
day 10. By day 20, the PV field is quite asymmetric,
and by day 30 numerous small-scale structures have
appeared. ‘ ‘ .

The time evolution of §'? for these two runs is shown
in Fig. 2. For run | the damping is sufficiently strong
relative to the forcing that the potential temperature
never departs far from radiative equilibrium. For run
58 the response is more than an order of magnitude
larger and begins to show unsteady fluctuations after
day 20.

¢. Statistical models

In these experiments we are measuring the departure
of the model from radiative equilibrium given the five
input parameters. We first compute a statistical model
of the output at 30 days using the initial 45 experiments.
The range of each input parameter is scaled to [—0.5,
0.5] so that individual response to each of the input
parameters can be easily plotted on a single graph. The
estimated mean (8 is removed, so negative responses
are possible.

The responses to each input parameter individually,
averaging out the effects of the other parameters as
described in section 2, are shown in Fig. 3. This sta-
tistical model indicates that the response of the nu-
merical model increases as the wave forcing 4, the
zonal-mean wind ug, and the radiative damping time
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7, increase, as one would expect. The spectral dissi-
pation time scale 7, has no effect on the response in
the range of values used in the experimenis, and the
momentum diffusion » has an effect only for very large
values (v > 10%?). These values for 7, and v are well
outside the range needed to prevent numerical insta-
bility. The peak in the response to Ay at ~0.1 (4
~ 1700 m) is a result of two factors. For /4y ~ 0.1, §2
continues to increase up to 30 days. For larger values
of hy, 8% overshoots around day 20 and begins to os-
cillate beyond 20 days; the response is actually weaker
for some runs at 30 days than at 20 days. This can be
seen more clearly in Figs. 2 and 7 (discussed below).
The predicted response from the cross-validation
analysis is plotted as a function of the actual model
response in Fig. 4. The maximum error from the cross
validation is —0.011, which is ~24% of the total range
of the response among the 45 experiments. The cross-
validation errors show that the largest errors occur in
the strongly forced runs. These runs usually, but not
always, have the largest responses as well. Elsewhere
in the parameter space, the cross-validation errors are
relatively small. In order to try to reduce the maximum
cross-validation error of the statistical model, 22 new
inputs were generated in the strongly forced/weakly
damped region of the original domain (see Table 2),
and additional numerical model runs were made.
The statistical model output for each parameter in-
dividually is shown in Fig. 5 for all 67 runs. Much of
the detailed structure of the early analysis is preserved
here, including the peak in the response at 4, ~ 0.1,
suggesting that the earlier statistical model with 45 ex-
periments captured the basic behavior of the numerical
model away from the strongly forced region of the pa-
rameter space. The predicted response from the cross-
validation analysis is plotted as a function of the actual
model response in Fig. 6. The maximum cross vali-
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FI1G. 3. Statistical model prediction of the numerical model response
for the initial 45 runs for each individual input parameter, averaging
the effects of the other parameters. The range of each parameter (or
logarithms of the parameter, where appropriate ) has been transformed
to the interval [—0.5, 0.5] to allow the response to all of the parameters
to be plotted on a single graph. The mean value, 8, is not included.
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FIG. 4. Predicted value of 8’2 from the cross-validation analysis
versus the actual value of 8’2 from the numerical model for the initial
45 runs. The largest error is for the run with largest response.

dation error is now ~12% of the range of responses
among the experiments, about half that of the 45-ex-
periment model.

The predicted joint response to sy and 1, from the
67-experiment statistical model, averaging out the ef-
fects of the other three parameters, is shown in Fig. 7
for 5-day intervals during the integration. This ap-
proach was taken to evaluate the change in the model
state with time. The response of the model is a smooth
function of these two input parameters up to day 20
and somewhat beyond. By days 25 and 30, the statis-
tical model is beginning to show more small-scale
structure. At this point, the detailed spatial structure
of the strongly forced runs becomes complex and vari-
able from run to run. That is, the synoptic-scale pat-
terns look different between the different runs. Some
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FIG. 5. Statistical model prediction of the numerical model response
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of this variability is evident even in a spatially averaged
statistic like 6’2. Longer runs could be used to study
the time-averaged deviation of the model from radiative
equilibrium, rather than instantaneous values, de-
pending on the particular geophysical problem of in-
terest.

The predicted joint response to Ay and », the viscos-
ity, from the 67-experiment statistical model, averaging
out the effects of the other three parameters, is shown
in Fig. 8 for 5-day intervals during the integration. As
the individual response in Fig. 5 indicates, the model
is insensitive to changes in » until it becomes large
(>10%2 m? s™!). The dependence of the response on
hy can still be clearly seen.

The growth in the model response and the maximum
relative cross-validation error with time are shown in
Fig. 9. The magnitude of the model response levels off
after about day 20 as the response to the forcing sat-
urates. The maximum relative error is leveling off at
~12%.

4. Conclusions

Choosing the input parameters of a numerical model
randomly may seem counterintuitive, but in combi-
nation with a powerful method for analyzing the mod-
el’s response, it can provide an efficient approach to
determining the response of a model to many param-
eters simultaneously. The set of experiments conducted
here allows a number of significant properties of the
numerical model to be established. First, over a wide
range of values, the spectral dissipation, 7, has no effect
on the model response. Second, the momentum dif-
fusion, v, has an effect only for very large values. One
can conclude, for these relatively short integrations, at
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FIG. 6. Predicted value of 6’2 from the cross-validation analysis

versus the actual value of 8’2 from the numerical model for all 67

for all 67 runs for each individudl input parameter, averaging the - runs. The large errors for largest responses have been significantly

effects of the other parameters. The results are plotted as in Fig. 3.

reduced.
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FIG. 7. Statistical model prediction of the numerical model response to simultaneous variations of A,
and u, averaged over the other three variables at 5-day intervals during the model runs.

least, that these parameters have no significant effect can be predicted quantitatively at least out to 20 days,
on the model results, if the parameter values are chosen  and with increasing uncertainty even out to 30 days.

appropriately. Third, the response of the model to the . The method presented here has considerable value
three physical parameters of interest, /4, Uy, and 7,, in the design and guidance of numerical experiments.
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Fi1G. 8. Statistical model prediction of the numerical model response to simultaneous variations of /g
and v averaged over the other three variables at 5-day intervals.

It can be used both to investigate the numerical prop-
erties of the model and the scientific problems of in-
terest. The quantitative nature of the analysis requires
careful selection of the input parameters and the ap-

propriate ranges of those parameters. It is also crucial
to determine which model responses will best test the
experimental hypothesis. In many cases it is desirable
to examine more than one model response. If the model
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results are archived, however, different model responses
can be evaluated at little additional expense once the
numerical experiments have been carried out. Calcu-
lating a new response does not require changing the
inputs and rerunning the model.

Computer speeds will continue to increase, but ex-
haustive calculations of many problems will remain
beyond the capabilities of foreseeable technologies. We
have presented a powerful method for optimizing the
scientific information obtained from available com-
puter resources through the careful design and analysis
of numerical experiments. As it stands, the method
should be highly suitable for a wide range of problems.
An example would be the analysis of the effects of
model parameters or initial conditions on numerical
forecast skill.

Several questions about the use of this method have
not been resolved, such as how to apply the method
to space- and time-dependent responses (e.g., gridded
fields), rather than scalar measures. In the future, we
plan to address this question, as well as the applicability
of the method to the prediction of time-averaged re-
sponses, as required for many climate-change experi-
ments, where the length of the integration and related
sampling considerations play a role. For very complex
numerical models, the cost of running the numerical
model will typically be much greater than the cost of
creating the statistical model. Under those circum-
stances a sequential approach, in which new runs are
added one at a time until the statistical model errors
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are satisfactorily small, would be attractive. There are
no inherent characteristics of the statistical approach
that render it unsuitable for more complex models,
and we are planning to apply the method to study sen-
sitivities and uncertainties in global climate models.

Acknowledgments. Our thanks to Murry Salby for
allowing us to use his numerical model and to Susan
John for assistance with the calculations and graphics.
Thanks also to the anonymous reviewers for their
helpful criticisms. This work was funded in part by
NASA Grant NAGW-992 to the University of Illinois
at Urbana—-Champaign, by AFOSR and NSF through
DMS 90-01726, and by NSA MDA 904-89-H-2011.
Computing support was provided by Cray Research,
Inc., through the National Center for Supercomputing
Applications, University of Illinois.

APPENDIX A
Statistical Method

The essential results are summarized here; for details
and generalizations, see Sacks et al. (1989a).
Consider the stochastic model

y(x) =B+ Z(x), (A.1)

i
where Z(x) is a random function, 8 is a constant, and
y is the response. At two sets of inputs x and w, the
covariance between Z(x) and Z(w) is

cov[Z(x), Z(w)] = ¢*R(x, w), (A2)

where ¢? is a (variance) constant and R(x, w) is a
correlation function assumed to be from the family

R(x,w) = [[ exp(=8:| x; — wi|”). (A.3)

The unknown constants 6;, p;, 8, and ¢ are to be
estimated as described below. The power p;, which is
constrained to lie in the interval 1 < p; < 2, determines
the shape of the correlation function in the ith dimen-
sion of the parameter space, while 1/6; is the effective
length scale of the correlation in the ith dimension of
the parameter space. With this correlation structure,
two points x and w that are close together will have
highly correlated y’s. This property is exploited to de-
velop a predictor.

Lety = (3, * * +, ¥») denote the observed perfor-
mances at an experimental design of » input vectors,
S1, . . -, Sp, and write

re = [R(x,80)], R=[R(st,s0)]. (A4)

Then r,, which is an n X 1 vector, is the correlation
between the point x and all of the sample points, s,
while R, which is an #» X n matrix, is the correlation
between all possible pairs of sample points. It can be
shown that the best linear predictor of y(x) at an un-
tried input point x is
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P(x) =6+ iR (y — D), (A.5)

where

= QR D IRy (A.6)
and 1 is an »n vector of 1’s. A measure of the accuracy
of the prediction y(x) is the mean-squared error (MSE)
of prediction (not to be confused with the cross-vali-
dation error, computed as described in section 2b,
which is a rough estimate of the mean-squared error),
given by

17-1
MSE(j(x)) = 02(1 - [1, r’x][(l) Ili] [: ]) . (A7)
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optimal fit to the data in the sense of maximizing the
likelihood L. Assuming that y has a normal distribu-
tion, the likelihood to be maximized is

|
L(0, v, 8. %) = 5 S Ay Get R) 2

X exp(— 2(172 (y - BDR™(y - ﬁl)) - (A8)

For given 6; and p;, it is possible to explicitly write
down the values of 8 and ¢? maximizing the likelihood.
The optimization therefore reduces to numerical max-
imization of

To compute these predictions and their mean-squared —nlog(6?) — log(det R), (A.9)
errors, the correlation parameters 8; and p; in (A.2), h
B in (A.1), and o2 must be estimated. Because the WD¢T®
predictor is an interpolator, it produces a surface that ay 1 P .
passes through all the data points for any feasible choice o= (y = B)Y'R™ (y = B1), (A.10)
of 6;, p;, B, and ¢?; this can be shown to follow from )
(A.5)and (A.6). We select 8;, p;, B, and ¢?to givean and £ is given by (A.6).
APPENDIX B
Experimental Design
ho i T Te v ho Uy Tg T v
Experiment (m) (ms™) (h) (days) (m?s7') Experiment (m) (ms™) (h) (days) (m?s7")
1 880 25.1 2.40 13.75 10 000 35 1280 31.1 0.66 18.75 8 318
2 1440 28.7 0.18 19.25 75 858 36 1840 443 9.55 17.25 25119
3 1960 479 1.26 7.25 1 000 000 37 1120 47.3 5.50 17.75 5248 100
4 2240 20.3 0.42 14.25 1906 38 2400 49.1 8.71 11.75 275 420
5 1360 30.5 1.82 24.25 9120 100 39 1880 34.1 0.87 28.25 1318
6 1640 40.7 0.24 12.75 331130 40 2000 24.5 6.03 25.25 91 201
7 1680 49.7 2.88 29.75 3981 41 2480 22.1 0.38 16.25 478 630
8 2280 21.5 5.01 23.25 3020000 42 680 22.7 4.57 8.25 131 830
9 1760 28.1 0.32 9.75 14 454 43 1160 38.9 1.05 10.25 2291
10 840 41.3 0.72 19.75 20 893 44 1560 23.3 0.20 25.75 2511900
11 2360 36.5 0.50 12.25 43652 45 2040 25.7 0.35 22.25 158 490
12 2160 44.5 096  21.25 5754 46 1330 49.7 1 254 209 148
13 1320 35.3 3.16 7.75 30200 47 1210 38.3 1 29.8 6 339 440
14 960 38.3 7.24 20.75 831 760 48 1090 47.3 1 23.0 1397 931
15 2080 20.9 6.61 18.25 4786 49 1930 39.5 1 22,6 15505
16 520 37.1 3.47 23.75 109 650 50 1150 449 1 29.4 65283
17 1200 31.7 4.17 16.75 398110 51 1510 42.5 1 27.0 1059
18 1920 42.5 0.46 13.25 1585 52 1690 40.1 1 24.6 12 675
19 1400 29.3 0.22 5.25 6 309 600 53 1990 41.3 1 29.0 16 696
20 600 29.9 7.94 11.25 1096 54 1270 35.9 1 25.0 570 693
21 2440 39.5 0.55 5.75 63096 55 1570 43.1 1 26.6 33935
22 1080 359 1.15 26.75 7 585 800 56 2230 46.7 1 24,2 3401
23 560 48.5 2.19 21.75 691 830 57 1450 47.9 1 25.8 2125 356
24 1600 43.1 1.51 15.25 575 440 58 2290 49.1 1 27.8 214743
25 2120 449 0.29 9.25 12023 59 1390 443 1 21.8 2 480
26 920 347 2.63 6.75 190 550 60 2110 40.7 1 26.2 12 770
27 720 26.3 1.66 15.75 1202 300 61 2170 41.9 1 20.6 303 238
28 1240 27.5 0.26 29.25 36 308 62 2470 36.5 1 234 2158
29 1000 43.7 0.79 26.25 2754 63 2350 43.7 1 28.2 9151 841
30 1720 46.1 1.38 2025 4365200 64 2410 35.3 1 20.2 8 267 758
31 1480 37.7 0.60 22.75 2089 300 65 1750 38.9 1 21.0 596 400
32 1520 41.9 0.17 10.75 3630 800 66 1860 42.5 1 248 5469 001
33 640 26.9 3.80 8.75 6918 67 1900 45.5 1 27.0 7053
34 800 323 2.00 28.75 3311
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